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a b s t r a c t
An important criticism of high-stakes testing policies – policies that reward or sanction
schools based on their students’ performance on standardized tests – is that they provide
schools with an incentive to focus on those subjects that play a role in the accountability system while decreasing attention to those subjects that are not part of the program.
This paper utilizes a regression discontinuity design to evaluate the impact of Florida’s
high-stakes testing policy on student proﬁciency in the low-stakes subject of science. We
conﬁrm prior results that students in schools facing more immediate sanctions under the
policy made substantial gains in the high-stakes subjects of math and reading. Contrary
to the crowding-out hypothesis, we ﬁnd that students in these schools made substantial
achievement gains in the low-stakes subject of science as well.
© 2010 Elsevier Ltd. All rights reserved.

1. Introduction
School systems across the nation have adopted accountability policies that reward or sanction schools based on
their students’ performance on standardized tests. Such
high-stakes testing has been a signiﬁcant force in education
policy since at least the 1990s. More than half the states had
already implemented some form of high-stakes test before
the No Child Left Behind (NCLB) Act made it universal in
2002.
One of the most frequently raised concerns regarding
high-stakes testing policies is that they provide schools
with an incentive to focus on those subjects that play a role
in the accountability system and ignore the rest (Groves,
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2002; Gunzenhauser, 2003; Holmstrom & Milgrom, 1991;
Jones, Jones, Hardin, & Chapman, 1999; McNeil, 2000;
Murillo & Flores, 2002; Nichols & Berliner, 2007; Patterson,
2002). The vast majority of these policies base their rewards
or sanctions exclusively on the results of reading and math
tests. Though some policies are more comprehensive than
others, few hold meaningful consequences for students’
performances in other subjects such as science, history, or
the arts.
Schools have clear incentives to respond under accountability policies and there is a considerable and growing
body of research indicating they do respond (Greene, 2001;
Reback, 2008; Rouse, Hannaway, Goldhaber, & Figlio, 2007;
Springer, 2008; West & Peterson, 2006). Accountability systems that reward or sanction schools based on the number
of students who meet certain thresholds implicitly encourage schools to focus on low performing students. Springer
(2008) and Reback (2008) both consider changes in the distribution of student achievement and ﬁnd no evidence that
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this incentive for schools to focus resources on lower performing students has harmed higher performing students.
Accountability systems focusing primarily on highstakes subjects give schools an additional incentive to
reallocate time and resources away from these arguably
important but low-stakes subjects and toward the highstakes subjects. If such a reallocation led to increased
student achievement in the high-stakes subjects at the
expense of proﬁciency in the low-stakes subjects we would
say that the policy “crowded out” learning in the low-stakes
subjects.
It is important to emphasize that this deﬁnition of
crowding-out focuses on learning output, not teaching
inputs. That is, if schools responded to high-stakes testing by increasing time spent on math or reading while
decreasing time spent on science we would only consider this crowding-out meaningful if students learned less
science material due to the decreased attention to the subject. This important distinction separates the current paper
from prior work evaluating whether high-stakes sanctions
change the observed behavior or use of educational inputs
within classrooms. A substantial amount of anecdotal and
qualitative evidence indicates that schools and teachers
have responded to high-stakes testing by adjusting their
teaching styles (McNeil, 2000; New York State Education
Department, 2004) and by shifting inputs from low-stakes
subjects (CEP, 2006; Gordon, 2002; Groves, 2002; Jones et
al., 1999; King & Mathers, 1997; Murillo & Flores, 2002).
Rouse et al. (2007) ﬁnd evidence that schools facing sanctions from Florida’s accountability program, which we also
evaluate here, respond in a variety of ways, including being
less likely to require students to spend a minimal amount
of time in low-stakes subjects.
There is currently very little empirical evidence on the
impact of high-stakes testing policies on measured student
proﬁciency in subjects that are not part of the accountability system. To our knowledge, the only other empirical
paper considering this issue is by Jacob (2005), who ﬁnds
that Chicago’s high-stakes testing system led to signiﬁcant
learning gains in the low-stakes subjects of science and
social studies. However, he ﬁnds that these gains in lowstakes subjects due to the policy were smaller than those
in the high-stakes subjects.
In this paper we add to the limited previous research
by evaluating whether the immediate threat of sanctions
inﬂuences student proﬁciency in the low-stakes subject of
science under Florida’s high-stakes testing policy. Florida’s
policy is interesting because its design allows for use of
a regression discontinuity type approach not available in
many other accountability systems. As described below,
public schools in Florida receive a meaningful sanction only
when they receive an F-grade according to the state’s school
grading criteria. Beginning in the 2001–2002 school year,
schools received letter grades by earning points under a
system designed to incorporate multiple aspects of student
performance. We follow the strategy of a previous paper by
Rouse et al. (2007) that uses the change in the policy to control for the heterogeneity of schools that receive a failing or
passing grade.
Our ﬁndings are intriguing. Not only do we fail to ﬁnd
evidence that the threat of sanctions under Florida’s policy
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crowded out student learning in science; our results indicate that the threat of sanctions actually led to a substantial
increase in student science proﬁciency.
These results seem to contradict the predictions of basic
contract theory which suggests that multi-tasking agents
will respond by allocating more effort to activities directly
measured at the expense of other activities that are important to stakeholders, but are not part of an accountability
system (Holmstrom & Milgrom, 1991). It seems obvious
that high-stakes testing in certain subjects would lead
schools to focus on those high-stakes areas. In fact, encouraging schools to shift their priorities toward math and
reading is arguably one of the explicit purposes of the policy. These counter-intuitive ﬁndings suggest more detailed
research is warranted on high-stakes testing.
2. Florida’s A+ accountability program
Florida is among the states most heavily invested in
high-stakes testing. The state’s A+ accountability program
(A+) is one of the most aggressive programs of its kind.
Each year the state administers a standardized test, the
Florida Comprehensive Assessment Test (FCAT), in math
and reading to all public school students in the state who
are enrolled in grades 3–10. Schools receive letter grades,
from A to F, based on the percentage of their students
meeting particular achievement levels and the academic
progress of students in certain subgroups.
There are two potentially important consequences for
schools that receive an F-grade under the program. First,
students in schools that receive two failing grades from the
state within the previous 4-year period are offered Opportunity Scholarships (vouchers) that they can use to attend
another public school or a private school that is willing to
accept the voucher as a full tuition payment.1 After receiving their ﬁrst F-grade, we might expect schools to attempt
to increase their performance in order to avoid receiving a
second F and thus lose students and funding to the voucher
program. Secondly, the act of distinguishing schools as “failing” could itself have a motivational effect. In particular,
several researchers have suggested that such policies are
effective because they “shame” schools into better performance (Carnoy, 2001; Figlio & Rouse, 2005; Harris, 2001;
Ladd, 2001). In this paper we are not particularly concerned
with which of these aspects drive increases in student performance in either the high- or low-stakes subjects.
A change in the administration of the program provides
an interesting avenue for researching Florida’s policy. In
the initial years of the program, school grades were based
on the percentage of students earning level 2 (the second
lowest of ﬁve levels) or above on the reading, math, and
writing portions of the FCAT and the percentage of eligible students tested. Schools could avoid earning an F if at
least 50% of tested students scored at achievement level
3 in writing or if 60% of tested students scored at level
2 in reading or math and 90% of eligible students were

1
The voucher provision of this policy was recently overturned by the
state’s Supreme Court, though it was in effect during the year in which
this study takes place.
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tested. Schools that met all three of these criteria earned a C
and schools meeting them for all speciﬁc sub-populations
received a B. To earn an A schools had to meet more stringent requirements for the overall student population and
each speciﬁc sub-population. The widespread opinion was
that schools determined the writing requirement was the
easiest to achieve under the original school grading format and struggling schools began teaching speciﬁc writing
techniques geared to that portion of the exam to avoid earning an F.
For the 2001–2002 school year the criteria were
changed to grade schools based on a variety of characteristics using an accumulating point system. Schools earn one
point for each percent of students who score in achievement levels 3, 4, or 5 (the three highest of ﬁve levels) in
reading and one point for each percent of students who
score in levels 3, 4, or 5 in math. Schools earn one point
for each percent of students scoring 3.5 or above in writing, which is graded from 1 to 6. Schools earn one point for
each percent of students who make learning gains in reading and one point for each percent of students who make
learning gains by improving achievement levels, or maintain a relatively high level of 3, 4, or 5 in math. Schools also
earn one point for each percent of the lowest performing
readers who make learning gains from the previous year. A
school that earns fewer than 280 points receives a failing
grade.
Beginning in the 2002–2003 school year, Florida public
schools were also required to administer a science version
of the FCAT when they administered the math and reading exams. The science test is currently administered to all
public school students in grades 5, 8, and 11. Though the
results of the science test are publicly available, they have
no effect on the school’s grade, nor do they have any other
formal accountability purpose.2
Several researchers have evaluated the impact of the A+
program on the academic gains of public school students
in math and reading (Chakrabarti, 2005; Figlio & Rouse,
2005; Greene & Winters, 2004; Greene, 2001; Rouse et al.,
2007; West & Peterson, 2006). Though there is some disagreement about which aspect of the accountability policy
was effective (threat of vouchers or shaming), each of these
analyses found that the policy improved the performance
of students in public schools designated as failing. We are
aware of no previous research analyzing the impact of the
A+ program on science test scores.
3. Data
We utilize a dataset provided by the Florida Department
of Education that contains test scores in math, reading, and
science as well as demographic characteristics for the universe of students enrolled in grades 3–10 in Florida’s public
school. We supplement the individual-level dataset with
school-level information about the school’s point total and
letter grade under A+ at the end of school year 2001–2002.

2
Recently Florida has added student science achievement to the
accountability program, but it was not included or publicly discussed in
the time period studied here.

To aid in score comparisons across subjects, we convert the
FCAT scores into a scale score with a mean of 0 and standard
deviation of 1 for students who were in our sample.
For this analysis we focus on a subset of students to allow
us to estimate the impact of the A+ grading program. Following Rouse et al. (2007), our analysis includes only those
students who were in the ﬁfth grade in 2002–2003 and
were promoted at the end of the 2001–2002 school year.
The class of 2002–2003 is the ﬁrst to attend a school after
it had been assigned a grade under the revised point system.
Also, we are interested only in ﬁfth grade students because
this is the only elementary grade in which a science exam
was administered.
For reasons that will be apparent in the next section,
in our evaluation of science proﬁciency we also limit our
sample to include only those students for whom we have
math and reading scores from the 2001–2002 school year.
This is more restrictive than was necessary in the Rouse
et al. (2007) paper whose strategy we follow below. However, we will provide some evidence that this additional
restriction does not drive our ﬁndings.
4. Method
We follow the basic comparison strategy that Rouse et al.
(2007) utilized to study the effect of the F sanction in Florida
on student math and reading proﬁciency. We estimate a
simple education production function taking the form:
Tist = ı0 + ı1 f (Tist−1 ) + ı2 gradest + ı3 Xist
+ ı4 f (pointsst−1 ) + εist

(1)

where T indicates the test score of student i in school s during year t; f(Tist−1 ) is a cubic3 of the student’s test score
in the prior year (fourth grade); grade is series of indicator
variables for the grade earned by the student’s school at the
end of the 2001–2002 school year (A–F with D excluded);
X is a series of observed demographic characteristics about
the student; f(points) is a cubic function of the number of
points earned by the student’s school at the end of the
2001–2002 school year; and ε is a stochastic error term
clustered by school.
The central assumption of estimating (1) is that the
school grade contains no information about the quality of
the student’s school that is not already accounted for in the
number of points earned by that school. This is most likely
the case given the discrete cut-off thresholds utilized by
the accountability system to assign school grades. While
the blunt instrument of the school grade is necessary for
policy, its binary nature makes it relatively uninformative
for research purposes.
As an illustration, consider two schools: one that
earns 279 points under the system (and thus earns an
F-grade) and another that earns 281 points (and thus
earns a D). These schools are essentially identical in their
productivity—randomness is largely responsible for determining whether each fell on the F or D side of the point

3
By including the lagged score, it is squared , and cubed terms, we allow
for learning gains to be non-linear in incoming achievement to evaluate
school performance following Bacolod and Tobias (2006).
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Table 1
Math and reading proﬁciency as determinants of science scores in Florida all ﬁfth grade students.
Science scores
Reading

1.003***
[0.00396]

0.673***
[0.00428]

Reading2

−0.0154***
[0.00162]

−0.00637***
[0.00151]

Reading3

−0.0413***
[0.000718]

−0.0275***
[0.000668]

Math

0.901***
[0.00427]

0.403***
[0.00388]

Math2

−0.00102
[0.00171]

0.00716***
[0.00148]

Math3

−0.0257***
[0.000582]

−0.00661***
[0.000488]

−0.0843***
[0.00575]

−0.0803***
[0.00395]

Constant

Number of observations
R-squared

−0.0586***
[0.00408]
163494

163494

0.660

0.588

163494
0.717

The superscripts 2 and 3 indicate that the variable is the test score squared or cubed, respectively.
***
p < 0.01. Robust standard errors in brackets.

system. However, they face very different consequences
under the policy which generates different incentives for
the two schools.
If our assumption that the grade itself contains no information about the school’s prior productivity that is not
already accounted for in the point system holds, then ı2
would represent the causal impact of earning a particular
grade – and thus any sanctions inherent to earning that
grade – on a student’s academic achievement.
We estimate (1) for student proﬁciency in math, reading,
and then science. Our estimates in math and reading serve
as a general replication of the results from Rouse et al. However, we do not replicate their procedure exactly because
we are forced to make the stronger sampling restriction of
only including students with prior math and reading scores.
Replicating these math and reading results, then, serves the
other important purpose of evaluating whether our additional sample restrictions are likely to inﬂuence our results
in science.
In the case of math and reading, we can directly estimate
(2) by OLS. However, the situation is less straightforward in
the case of science because schools only test science in the
ﬁfth grade. Thus, we are unable to directly observe Tist−1 for
science and must develop a proxy for its value. Our strategy is to use the student’s prior achievement in math and
reading to proxy for prior proﬁciency in science.
Use of prior math and reading proﬁciency as a proxy
for prior science proﬁciency requires that we make three
important assumptions. First, we assume that student proﬁciency in science is highly correlated with proﬁciency
in math and reading. Second, we assume that the relationship between students’ science and math and reading
proﬁciency is independent of the grade received by the students’ school. And third, we must assume that prior math
and reading proﬁciency is redundant to prior science proﬁciency when explaining science proﬁciency in 2002–2003.
That is, if we let math, reading, and science denote stu-

dent proﬁciency in these subjects and X represents other
observable characteristics, we assume that
E(scienceit |Xit , scienceit−1 , mathit−1 , readit−1 )
= E(scienceit |Xit , scienceit−1 )

(2)

Unfortunately, we cannot verify the reasonableness of the
second and third assumptions since we do not directly
observe scienceit−1 . This is somewhat worrisome in the
case of our assumption of no differential relationship
between prior math and reading proﬁciency in the F-graded
schools.
We can, however, test the extent to which math and
reading proﬁciency are correlated with proﬁciency in science. To do this, we run simple regressions of science
proﬁciency in year 2002–2003 against cubic functions of
math and reading proﬁciency that year. Here we assume
that the correlation between proﬁciency in these subjects did not dramatically change from 2001–2002 to
2002–2003. This is reasonable despite the change in the
school grading policy since the majority of Florida schools
did not earn an F and were not subject to sanctions. To
allow for differences in the correlation of proﬁciency in
these subjects in treated schools post-treatment, we also
ran these regressions utilizing only students in schools that
did not receive an F-grade in the summer of 2002 and found
nearly identical results (though we do not report the results
here).4

4
It is worth noting that the potential for such a differential effect due
to treatment is the reason we cannot use a similar procedure looking to
science scores in 2002–2003 to test our assumption of no systematic difference in the relationship between student proﬁciency in these subjects
in schools that did and did not receive an F-grade in the summer of 2002.
If there was in fact a treatment effect from the F grade in 2002–2003
in math, reading, and/or science then this could alter the relationship
between proﬁciencies in these subjects post-treatment.
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The table shows that math and reading proﬁciency are
strong predictors of science proﬁciency. The R-squared
value in the model including both the functions of math
and reading proﬁciency as regressors suggest that the proﬁciency scores in these subjects can explain about 72.6%
of a student’s test score in science. Thus, if our other two
assumptions hold, it appears that prior math and reading
proﬁciency is an acceptable proxy for prior science proﬁciency (Table 1).
5. Results
We ﬁrst estimate (2) in order to conﬁrm the prior results
in math and reading found by Rouse et al. (2007). These
results are reported in Table 2. Our ﬁndings in math and
reading are very similar to those reported in that prior
paper. Our estimation suggests that students enrolled in
an F-graded school made gains of 0.09 standard deviations
in reading and 0.20 standard deviations in math relative to
students in D-graded schools. Further, there is no statisti-

6. Limitations

Table 2
Estimating grade 5 reading and math proﬁciency.
Reading
Grade 4 reading

0.754***
[0.00290]

Grade 4 reading2

−0.0108***
[0.00127]

Grade 4 reading3

−0.0233***
[0.000542]

Math

Grade 4 math

0.835***
[0.00363]

Grade 4 math2

−0.00682***
[0.00156]

Grade 4 math3

−0.0298***
[0.000650]

School points 01/02
School points 01/022
School points 01/023

0.00190
[0.00279]
−2.07e − 06
[8.19e − 06]

0.0108*
[0.00613]
−2.50e − 05
[1.62e − 05]

8.24e − 10
[7.77e − 09]

2.06e − 08
[1.42e − 08]

A school 01/02

−0.0106
[0.0177]

−0.0192
[0.0259]

B school 01/02

−0.0136
[0.0166]

−0.0172
[0.0241]

C school 01/02

−0.00638
[0.0130]

−0.0128
[0.0198]

F school 01/02

0.0917***
[0.0281]

0.206***
[0.0492]

Constant

Observations
R-squared

−0.310
[0.313]
163,494
0.690

cally signiﬁcant difference in the performance of A-, B-, C-,
and D-graded schools.
The similarity of our results with those reported by
Rouse et al. (2007) suggests that we have reproduced their
procedure relatively well. Further, it provides some reassurance that our additional, necessary sample restrictions
do not seem to have a substantial impact on the ﬁndings.
Table 3 reports the results in science under different
speciﬁcations of the proxy variables for prior science proﬁciency. Surprisingly, we ﬁnd that the F-grade sanction also
had a substantial positive impact on student proﬁciency in
science. Our preferred model, which controls for functions
of both prior math and reading proﬁciency, ﬁnds that students in schools facing the F sanction made improvements
of about 0.10 standard deviations relative to students in
D-graded schools. This result is signiﬁcant at the 5% conﬁdence level. As in math and reading, we ﬁnd no consistent
signiﬁcant difference in the science proﬁciency between
students in D-graded schools and students in A-, B-, or Cgraded schools.

−1.481*
[0.766]
163,494
0.685

The superscripts 2 and 3 indicate that the variable is the test score squared
or cubed, respectively.
***
p < 0.01, * p < 0.1. Robust standard errors in brackets. Note: Model also
controlled for race, gender, and 13 disability diagnoses. Standard errors
clustered by school. Full results available upon request.

The ﬁnding that high-stakes testing has not only not
crowded out learning in a low-stakes subject but also
actually substantially improved it is intriguing. While we
believe that our procedure provides a consistent estimate
of this causal relationship in Florida elementary schools,
there are a series of limitations to these results that warrant some discussion and could be addressed in future
research.
Our ﬁnding that the F-grade sanction led to substantial improvements in science proﬁciency is quite odd and
deserves greater attention than we are able to provide here.
It is clear that under Florida’s policy, point maximizing public schools have an incentive to focus on the high-stakes
subjects to the detriment of the low-stakes subjects. Unfortunately, with our current dataset we are not in a position
to evaluate which potential school changes led to the science achievement gains. Future research is necessary in
order to better understand the reasons that high-stakes
testing could lead to improvements in a student’s proﬁciency in a low-stakes subject. However, until such research
is available we would provide some potential avenues for
interpretation.
It is possible that improvements in science test scores
due to the F-grade sanction do not indicate real improvements in student learning. We cannot rule out that these
observed test score increases might be driven by teachingto-the-test, or from schools improperly altering the pool
of students who take the exams, for example by placing
more low-performing students into special education so
that their scores do not count toward the grading program
(Figlio & Getzler, 2002) or longer suspensions for behavior problems near the testing window for low-performing
students so they will not be tested (Figlio, 2006). However, while these concerns are real, we would point out that
prior research on the impact of the A+ program has found
that they do not entirely drive the accountability-driven
gains in math and reading (reproduced in this paper). Further, we might expect manipulations, in particular that of
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Table 3
Estimating science proﬁciency.
Science
Student level variables
Grade 4 reading

0.535***
[0.00380]

0.754***
[0.00350]

Grade 4 reading2

−0.00917***
[0.00153]

0.000977
[0.00155]

Grade 4 reading3

−0.0154***
[0.000625]

−0.0215***
[0.000637]

Grade 4 math

0.335***
[0.00388]

0.726***
[0.00388]

Grade 4 math2

0.0125***
[0.00135]

0.0124***
[0.00148]

Grade 4 math3

−0.00885***
[0.000576]

−0.0263***
[0.000617]

School-level variables
School points 01/02

0.00350
[0.00438]

0.00458
[0.00533]

0.00257
[0.00421]

0.00537
[0.00516]

School points 01/022

−3.76e − 06
[1.26e − 05]

−2.69e − 06
[1.49e − 05]

−1.31e − 06
[1.23e − 05]

−6.91e − 06
[1.44e − 05]

School points 01/023

5.00e − 10
[1.19e − 08]

4.40e − 09
[1.37e − 08]

−3.44e − 10
[1.17e − 08]

3.05e − 09
[1.32e − 08]

A school 01/02

−0.0332
[0.0274]

−0.0873***
[0.0334]

−0.0438
[0.0278]

−0.0389
[0.0291]

B school 01/02

−0.0396
[0.0258]

−0.0761**
[0.0309]

−0.0426
[0.0260]

−0.0495*
[0.0274]

C school 01/02

−0.0295
[0.0190]

−0.0504**
[0.0232]

−0.0331*
[0.0192]

−0.0327
[0.0204]

F school 01/02
Constant

Observations
R-squared

0.0995**
[0.0396]
−0.772
[0.505]
163494
0.654

0.126**
[0.0522]
−1.348**
[0.639]
163494

0.0907**
[0.0392]
−0.726
[0.479]
163494

0.297

0.621

0.121***
[0.0460]
−1.094*
[0.619]
163494
0.561

The superscripts 2 and 3 indicate that the variable is the test score squared or cubed, respectively. ***p < 0.01, ** p < 0.05, * p < 0.1. Robust standard errors in
brackets. Note: Model also controlled for race, gender, and 13 disability diagnoses. Standard errors clustered by school. Full results available upon request.

teaching-to-the-test, to play a smaller role in low-stakes
assessments.
We can think of two ways of explaining how high-stakes
testing could increase proﬁciency in low-stakes subjects,
even if it were to reduce classroom emphasis on low-stakes
subjects. The ﬁrst is that gains in one subject may facilitate
mastery of another. It is possible that the learning gains in
math and reading that were produced by the accountability system gave students additional skills that helped them
become better learners in science. Another is that implementation of high-stakes testing could lead to the adoption
of policies and attitudes that improve performance generally. For example, high-stakes testing could lead schools
to expect improved student achievement across the board,
to be shamed into improving their overall performance, to
recognize excellence in other subjects, and so on. Rouse et
al. (2007) ﬁnd that schools responded to receiving the Fgrade sanction in a variety of ways, including lengthening
school periods (block scheduling) and increasing time for
collaborative planning and class preparation. Such changes

in the overall school environment could affect the teaching of science as much as they do the teaching of math or
reading. Unfortunately, we cannot produce a true causal
estimation of the prevalence of these or other effects to
explain the overall effect that we ﬁnd in science. We look
forward to future work looking at this issue.
Some may worry that our results could be driven by
regression-to-the-mean. However, we do not share this
concern. First, by focusing the analysis on schools on either
side of an arbitrarily set benchmark, the use of a regression
discontinuity type strategy severely reduces the likelihood
that regression-to-the-mean could inﬂuence our ﬁndings.
Secondly, in their prior analysis Rouse et al. (2007) provided
a series of speciﬁcation tests indicating that their results
in math and reading, which we replicated here, were not
driven by regression-to-the-mean. Unfortunately, we are
not able to provide such an analysis with science scores
because of the limitations of our dataset. However, the
prior ﬁnding that math and reading improvements due to
the F sanction were not driven by regression-to-the-mean
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provides some conﬁdence that the same is true on the science exam—that is, there is little reason to believe that
regression-to-the-mean would play a meaningful role in
the measurement of science test scores and not in math
and reading. Further, in Appendix A we provide some
additional, though suggestive, evidence that regressionto-the-mean is unlikely playing a meaningful role in our
estimation.
Finally, a reasonable criticism of our ﬁndings is that
the only low-stakes subject we are able to evaluate here
is elementary science. High-stakes testing may lead to
crowding-out in other subjects or in other grade levels that
we are not able to evaluate here. Unfortunately, students in
Florida do not take standardized tests in other low-stakes
subjects, and the low number of middle and high schools
that received an F sanction stops us from testing the impact
on science in later grades. Future work is necessary to check
the robustness of our result across grades and subjects.
7. Conclusion
In this paper we have evaluated the impact of the threat
of sanctions under an aggressive high-stakes testing program on student proﬁciency in an important low-stakes
subject. Surprisingly, our results suggest that not only did
holding schools accountable for their performance on math
and reading exams not hurt science proﬁciency; it led to
improvements in science proﬁciency.
More work is necessary in order to determine whether
these ﬁndings hold in other subjects, grade levels, and
under different accountability systems. Further, we look
forward to future work attempting to understand the causal
factors that lead high-stakes testing to have a positive
impact in even this one exam.
In the meantime, our ﬁndings suggest that there may be
less to a major concern with accountability testing than has
been previously suspected.
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Appendix A.
One potential critique of the ﬁndings in this paper is
that they may be driven by regression-to-the-mean. As discussed in the body of the paper, we ﬁnd it very unlikely
that regression-to-the-mean plays a substantial role in
our analysis. In particular, because it effectively compares
the performance of students in schools that are on the
other side of an arbitrarily set performance benchmark,
the regression discontinuity procedure we utilize is not
likely to be subject to regression-to-the-mean. Further, previous work by Rouse et al. (2007) utilizing a nearly identical
dataset and procedure ruled out regression-to-the-mean as
a potential explanation for the effects they ﬁnd in math and
reading, which we conﬁrm in this paper. It is unlikely that
regression-to-the-mean plays an important role in science
test scores and not in math or reading.

Nonetheless, though we believe it is implausible, it
remains possible that regression-to-the-mean could drive
the main ﬁndings of this paper for the inﬂuence of the
F-grade sanction on student proﬁciency in science. Unfortunately, because of the limitations resulting from the
accountability testing cycle in Florida, we cannot directly
test for regression-to-the-mean in science using a strategy
similar to that utilized by Rouse et al., or any other convincing strategy made available in previous literature. In this
Appendix A, however, we develop a partial test that utilizes the limited information at our disposal and provide
some additional suggestive evidence that regression-tothe-mean is unlikely to be a worrisome source of bias in
our estimation.
The concern that regression-to-the-mean inﬂuences our
estimation of the relationship between student science
proﬁciency and the grade received by his school in the
prior year derives from the fact that students in schools that
received an F-grade (the intervention we evaluate) tended
to have lower test scores than students in schools that
received higher grades. For example, consider an equation
for the proﬁciency of student i at the end of year t − 1:
mathist−1 = ˇ0 + ˇ1 mathist−2 + ˇ2 Xist−2 + εist−1

(1A)

readist−1 = ˛0 + ˛1 readist−2 + ˛2 Xist−2 + ist−1

(2A)

scienceist−1 = ı0 + ı1 scienceist−2 + ı2 Xist−2 + ist−1

(3A)

It is mathist−1 and readist−1 that were used to assign grades
to schools at the end of the year being evaluated. According
to our results, these grades then inﬂuenced the next year’s
science test scores of student i.
scienceist = 0 + 1 mathist−1 + 2 readist−1 + 3 Xist
+ 4 gradest−1 + i,s,t

(4A)

where grade is a vector of indicator variables assigning a
letter grade – A, B, C, D, or F – to the school, and we follow
our procedure using prior math and reading scores to proxy
for prior science knowledge, which is unobserved in our
dataset.
Because the grade a school received depended in large
part to the prior math and reading scores of their students,
schools that received an F-grade had a greater proportion
of students that were observed with a lower mathist−1 and
readist−1 . We might worry that students in schools that
received an F-grade may have lower test scores in part
because their students test scores in t − 1 happened to have
been more negatively inﬂuenced by random error, ε and/or
, than in other schools. Such random occurrences are to be
expected, even if the errors are normally distributed with
mean zero across students. If it is the case that attending an
F-graded school in year t is related to the student’s individual error term being more greatly negative in year t − 1, and
if  is normally distributed with mean zero, then we would
expect  4 to be biased upwards when it Grade indicates that
the school received an F.
With these relationships in mind, as a robustness check,
we estimated (1A) and (2A) for students in our sample,
using math and reading data from the prior 2 years. For each
student, we captured ε and . We then ran a model identical

Author's personal copy
M.A. Winters et al. / Economics of Education Review 29 (2010) 138–146

to (4A), but including ε and  as independent variables.
scienceist = 0 + 1 mathist−1 + 2 readist−1 + 3 Xist
+ 4 gradest−1 5 εist−1 + 6 ist−1 +

i,s,t

(5A)

Table 1A
Estimating science proﬁciency, control for residual of last year’s math and
reading score.
Science
Student level variables
Grade 4 reading

0.5152
[0.0074]

0.5108
[0.0074]

Grade 4 reading2

0.0229
[0.0016]

0.0276
[0.0022]

Grade 4 reading3

0.0283
[0.0007]

0.0289
[0.0007]

Grade 4 math

0.3063
[0.0077]

0.2986
[0.0076]

Grade 4 math2

0.0218
[0.0015]

0.0188
[0.0022]

Grade 4 math3

0.0101
[0.0003]

0.0104
[0.0003]

−0.0582
[0.0076]

−0.0145
[0.0079]

Reading residual
Reading residual2

−0.0114
[0.0033]

Reading residual3

−0.017
[0.001]

Math residual

−0.1007
[0.0073]

−0.0517
[0.0078]

Math residual2

−0.0320
[0.0032]

Math residual3

−0.0235
[0.0013]

School-level variables
School points 01/02
School points 01/022
School points 01/023

0.0099
[0.0099]

0.0102
[0.0099]

−0.0000
[0.0000]

−0.0000
[0.0000]

1.40E − 08
[2.27E − 08]

1.51E − 08
[2.27E − 08]

A school 01/02

−0.0004
[0.045]

−0.0001
[0.0451]

B school 01/02

−0.0197
[0.0394]

−0.0181
[0.0392]

C school 01/02

−0.0226
[0.0265]

−0.0211
[0.0264]

F school 01/02

0.1385
[0.0485]

0.1364
[0.0486]

Constant

Observations
R-squared

−1.660
[1.236]
134,111
0.6725

−1.665
[1.238]
134,111
0.6752

Note: Model also controlled for race, gender, and 13 disability diagnoses.
Standard errors clustered by school. Full results available upon request.
The superscripts 2 and 3 indicate that the variable is the test score squared
or cubed, respectively.
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The idea here is to directly account for the unobserved portion of the students prior math and reading score, which if
regression-to-the-mean is at work should be more negative
for students in the F-graded schools.
The results of OLS regressions estimating (5A) are found
in Table 1A. The coefﬁcients on the error terms from
regressions predicting the student’s prior math and reading scores are statistically signiﬁcant and in the expected
direction. However, including them in the regressions have
no meaningful impact on the size, direction, or signiﬁcance
of the coefﬁcient on the F-grade variable, as compared to
the earlier results reported in Table 3. In fact, this coefﬁcient is slightly larger than reported in the analysis’ primary
regression.
We do not claim that this test entirely refutes the possibility that regression-to-the-mean plays a role in our
science estimations. However, it does produce some additional evidence suggesting that regression-to-the-mean is
unlikely to be playing a meaningful role in our main estimations.
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